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Abstract. We present the i-Deliver pickup-and-delivery (P&D) core algorithmic
engine, a decentralized middleware which takes over the delivery logistics in an
ecosystem of providers, consumers, couriers, and brokers who match orders for
goods (e.g., food, parcels, shopping orders, etc.) between providers and consumers
by appropriately (and automatically) allocating them to couriers in such a way that
a global performance criterion (e.g., the total travel-time of couriers) is optimized.
The middleware consists of two fundamental modules: (i) an order allocation
module that assigns P&D orders to couriers in such a way that all spatiotemporal
constraints for the orders, as well as constraints related to the couriers’ working
conditions (e.g., working shifts) are respected; (ii) a courier guidance module that
aids each courier by providing timely-service alerts and routing instructions, while
servicing the orders assigned to them. We present the details for the P&D order
allocation problem to be solved, via an appropriate MILP formulation. We then
discuss both an offline algorithm whose goal is to solve this MILP in its entirety,
and an online algorithm that handles the orders in real-time. The online solver
(which can also be seen as a heuristic for solving the offline problem) is very
suitable for servicing real-time orders, as demonstrated by the evidence provided
by our thorough experimentation with real-world data.

Keywords: pickup-and-delivery VRP with spatiotemporal constraints -
decentralized systems - MILP formulation - route planning and navigation engine

1 Introduction

The efficient and effective delivery of ordered goods is a prime application of the trans-
portation and logistics sectors. The application becomes very demanding when dealing
with real-time orders and timely service of orders for critical goods (e.g., food orders,
urgent parcels, etc.). Our work focuses on the i-Deliver platform (i-Deliver, 2022) which
materializes an ecosystem of providers, consumers, couriers, and brokers who match
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orders for goods between providers and consumers and then appropriately (and auto-
matically) allocate the orders to couriers. Couriers (or workers), with their own vehicles,
are considered to be active during their working shifts, starting from one or several
depots. Orders, on the other hand, specify origins for pick-ups and destinations for drop-
offs of goods under certain spatiotemporal constraints. The goal is to serve as many
orders as possible, in such a way that the overall service cost is minimized but also
that all the spatiotemporal constraints of both the couriers and the orders are absolutely
respected.

The i-Deliver platform is a decentralized middleware representing a P&D broker
that provides Delivery-as-a-Service (DaaS) functionalities and integrates crowdsourcing
techniques with the P&D core algorithmic engine. The couriers exploit crowdsourcing
techniques to provide the necessary information to the i-Deliver platform for auditing
in real-time the service of each active order. The P&D core algorithmic engine proposes
subtours (i.e., order-servicing routes) for the couriers — represented as sequences of
consecutive pickup and delivery locations for the orders assigned to them within their
working shifts. This should be done in such a way that: (i) a maximum number of orders
is served by the i-Deliver system; (ii) all spatiotemporal constraints, for both the orders
and the couriers, are respected by the subtours; and (iii) the operational cost for having
the orders served is minimized. Also, as the orders may be revealed to the management
system in real-time, the P&D core algorithmic engine should be able to adapt the current
subtours of the couriers in such a way that each new order is also served by some courier,
if possible. The P&D core algorithmic engine has to decide both the allocation (what?)
and the explicit way (how?) for serving each order that is accepted by the i-Deliver
system. Moreover, at runtime it audits the evolution (when?) of order-servicing process
per courier, by providing real-time guidance via navigation recommendations and timely
alerts.

In this paper, we present the i-Deliver pickup-and-delivery (P&D) algorithmic
engine, comprising two main modules: the P&D order allocation module and the courier
guidance module. In Sect. 2 we present the details for the P&D order allocation mod-
ule. We start with the description of the combinatorial problem to be solved, a variant
of the one-to-one Vehicle-Routing Problem with pickups, deliveries and time windows
per order, and working-shifts and capacity constraints for the workers. We also provide
an appropriate MILP formulation for the problem. We then discuss a computationally
intensive offline algorithm whose goal is to solve this MILP in its entirety, as well as
a much more efficient online algorithm that handles the orders in real-time. Section 3
provides an overview of the courier guidance module. Section 4 presents a thorough
experimentation of both algorithms on real-world data concerning food orders in an
urban area of Greece. It is demonstrated that the online solver, which can also be seen as
a heuristic for solving the offline problem, is very suitable for servicing real-time orders.
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2 P&D Order Allocation Module

The main combinatorial problem of our P&D algorithmic engine is a variant of the one-
to-one Vehicle Routing Problem (VRP), e.g., see (Parragh, 2008) (Toth, 2014), with
point-to-point delivery requests (orders) from pickup points towards delivery points
and with time windows, to be served by workers with their vehicles having spe-
cific capacity constraints and with certain working shifts. This variant is denoted by
VRPpp.Tw:vc:ws. Moreover, we consider two different scenarios: the offline scenario,
denoted as VRPS%TF%V:VC:WS which considers the entire sequences of orders and workers
to be provided as input; and the online scenario, denoted as VRPgre. | < according
to which all workers are a priori known but the sequence of orders appears to the system
sequentially, and the scheduler has to make rapid acceptance-and-allocation or rejection
decisions upon their appearance.

An instance of VRPpp.tw.vc:ws consists of a set R of orders (the pickup-and-
delivery requests to be served), a set W of workers (the active couriers), the correspond-
ing set H of their working shifts, and a set C of spatiotemporal constraints and parameters
that regulate the context in which the service of each order is feasible and acceptable.
The output consists of a set P of subtours, one per active worker, which are sequences of
consecutive pickup/delivery points for the orders assigned to them. Each subtour is then
translated into an actual route within an underlying road network with time-dependent
traversal-times at each road segment. The goal is to select subtours that maximize the
number of accepted orders for service, and also minimize the aggregate cost to service
all the accepted orders. Each subtour is associated with a specific worker w € W and
it is required to be feasible with respect to all the relevant spatiotemporal constraints
for the orders assigned to w, in such a way that it does not violate any temporal restric-
tions of C (concerning earliest-pickup and latest-delivery deadlines for the orders) or
H (concerning the working shifts and the capacities of the involved vehicles). The cost
of each solution is assessed through a customizable objective function. As previously
mentioned, the primary objective is to serve as many orders as possible, without vio-
lating any of the spatiotemporal constraints related to them. Given that, as a secondary
optimization criterion we consider the minimization of the operational cost to serve all
the requests, represented as either the aggregate distance, or total travel duration of the
involved workers. Another optimization criterion is to provide balanced amounts of work
to the workers.

The rest of this section describes the problem, its formal modeling as a mixed integer
linear program (MILP), and two solution approaches.

2.1 MILP Formulation of VRPpp.Tw:vC:Ws

An instance of VRPpp.Tw.vc:ws consists of a collection of orders, ry, -+, rg € R
and a set of workers, wy, --- , wyw| € W. Each request is represented as a tuple r; =
(t, qi, i, pi, d;, tpzl_, tfl_), where ¢; is its release-time of the order (i.e., when it is revealed
to the system), g; is its load capacity requirement, /; is the required vehicle type, p; is the
pickup point, d; is the delivery point, fpz,- is the earliest-pickup time, and tdSi is the latest-
delivery time. Analogously, a worker is represented as a tuple w; = (b, f;, I 1, 0i,yj),
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where b is the starting point of j’s shift, f; is the ending point of the shift, 7, is the start-
time of the shift, 1, is end-time of the shift, Q; is the maximum vehicle capacity, and y;
is j’s vehicle type. A set C contains some spatiotemporal feasibility constraints: i) each
order is served by a single worker, who will first pick up the good from its pickup point
and will then deliver it to its delivery point, using a vehicle type that is eligible for the
good, and respecting the corresponding deadlines for servicing the order; ii) each good
has load capacity requirements for its storage in the worker’s vehicle; iii) all workers
use specific vehicles with given maximum capacities for storage and cannot be assigned
any goods that exceed the capacity of their vehicles, at any time.

For the needs of the i-Deliver P&D Engine, which is responsible for the provision of
solutions to instances of VRPpp.Tw-vC:ws, the instance is first represented by a “pickup-
and-delivery” (PD) graph. Based on this graph, a mixed integer linear program (MILP)
is constructed to guarantee that all the spatiotemporal constraints are respected by any
feasible solution, while optimizing the selected objective function. The representation
of the VRPpp.Tw.vC:ws instance as a PD graph, G = (V, E), involves the encoding of
the entire set of service points (i.e., pickup or delivery points) as the vertex set V, and all
potential courier movement events as the edge set E. Each service point is accompanied
by its actual coordinates in the underlying road map. When a worker traverses an edge,
s/he is “charged” according to two cost metrics: i) the distance from the tail to the head of
the edge, independently of the used vehicle; and ii) the traversal-time to move from the
tail to the head of the edge (based on historical traffic data), which depends on the type of
vehicle (motorbike, car, truck) and the departure-time of the worker from the tail of the
edge. The dataset regarding the actual road network is provided by the OpenStreetMap'
service. The travel-time metric is provided by the OpenStreetMap service and the traffic
prediction service of the i-Deliver platform.

For the construction of the PD graph G, a preprocessing is initially carried out in the
underlying road network. Initially, the required geographical points (i.e., starting/ending
points of shifts, pickup/delivery points of orders) are identified in the road network. This
procedure involves finding the nearest points on road segments of the road network. The
search is efficiently implemented using an R-tree (Guttman, 1984), utilizing the indexing
and classification of the coordinates in geographic partitions (in the form of rectangular
blocks). Consequently, we conduct sequential shortest-path tree computations to provide
a set of (one-to-many) optimal routes among these points of interest, minimizing either
the distances or travel-times from each vertex of G. We use executions of Dijkstra’s
algorithm (Dijkstra, 1959) for the (static) distance metric, and state-of-art travel-time
oracles (Kontogiannis, Papastavrou, Paraskevopoulos, Wagner, & Zaroliagis, 2017) for
the (time-dependent) travel-time metric.

The resulting paths in the road network, represented in a condensed manner as edges
of G, are equipped with two distinct cost values (minimum travel time and distance).
Eventually, the construction of the PD graph (Fig. 1) is carried out in such a way that: (a)
each vertex in the graph represents a distinct geographical point on the road network, at
which a time-dependent event make occur, concerning a worker (e.g., arrival or depar-
ture), an order (e.g., pick-up or delivery), or a working shift (e.g., start or end); and (b)
each edge in the graph represents transitions and successive visits between two vertices.

1 https://www.openstreetmap.org.
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Fig. 1. Representation of a VRPpp.Tw:vc:ws instance: PD graph (top) and MILP (bottom).
(Color figure online)

It is worth mentioning at this point that, for any pair of vertices in G, we create two
parallel edges between them, one representing the minimum distance (with a possibly
suboptimal travel-time) and one representing the (time-dependent) minimum travel-time
(with a possibly suboptimal distance) between them. The vertices of G are grouped into
type-b nodes representing the beginning of a worker’s shift, the type-p nodes representing
pickupsof goods that have been ordered, the type-d nodes representing deliveriesof
goods to the consumers, and the type-f nodes representing the endof a worker’s shift:
Vp = {b;: worker’s shift-start from H }, Vp = { p; : pickup order from R}, Vp = {d;:
delivery order from R}, Vp = {fi: worker’s shift-end from H}. Overall, V = Vp |
Vp U Vb UVr. The following edges of G are then considered: E = { (b;, pj): edges
from any worker start-shift to any pickup point} |J { (p+/dx, py/dy): edges from any
pickup/delivery point to any other pickup/delivery point} - { (d}, pj): useless edges from
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a delivery point to the pickup point of the same order from R}?) | J { (d;, fi): edges from
any delivery point to any worker’s shift-end}.

The existence of two parallel edges between two vertices u and v, one for each
of the two optimization criteria (distance or travel-time), allows for the determination
of the two extreme Pareto-optimal (u, v)-routes in the underlying road network, per
different vehicle type: for each vehicle type A, the first (u, v)-route, n}ll’ sy 18 length-
optimal, while the second (u, v)-route, T[llz, - is travel-time-optimal. When solving the
VRPpp.Tw-vc:ws instance at hand, for each of these two parallel edges, at most one
may be selected as part of the solution, depending on the optimization criterion that we
consider and considering all the feasibility constraints, since at most one worker may
serve an order.

The inclusion of two Pareto-optimal routes per pair (u,v) € V x V and different
vehicle types is important for the case where the secondary objective is the minimization
of the total travel-distance. In such a case, it is necessary to take both routes n}ll, 4y and
nfl’ 4—, IDto account, because our primary objective is to construct a feasible solution
with the maximum number of satisfied orders, that respects all spatiotemporal constraints.
When all the distance-minimal routes are not sufficient to provide such a feasible solu-
tion (that respects all the spatiotemporal constraints), as an alternative we allow the
exploitation of a minimal number of travel-time-optimal routes so as to overcome this
infeasibility and provide at least a feasible solution with the maximum number of served
orders, exploiting only an absolutely necessary number of travel-time-optimal routes.
For instance, in the example of Fig. 2, a worker with a motorbike arrives at u at 8:00.
The arrival at node v via the path nfw_)v is at 8:45, but the latest-delivery-time deadline
is until 8:30. On the other hand, via the path n,’l’u_)v the worker arrives at v at 8:27, i.e.,
before the deadline, traveling for a slightly longer distance. Therefore, the only option
for this worker to move from « to v in G, is via the route n,i’u_w.

13y, tyy] = [4km, 45mins]

arrival 8:00 .
’ e a delivery
& : ot : deadline
W W <8:30
h=motorbike ”Jfr.u—-v

[Lyy, tyy) = [Skm, 27mins]

Fig. 2. Finding a feasible solution to minimize distance while respecting the time constraints.

It is mentioned at this point that this approach does not necessarily lead to a distance-
optimal solution, since an optimal solution (with respect to the full Pareto-optimal set)
might also exploit paths in the road network which are suboptimal in both cost metrics.
Nevertheless, given that only distance-optimal or travel-time-optimal movements of the
couriers are allowed between consecutive service points, this approach certainly has a
fairly good ratio of solution quality to computational cost.

2 They cannot be part of a feasible solution.
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The representation of the VRPpp.Tw.vc:ws instance as a mixed integer linear pro-
gram - MILP (see Fig. 1) consists of a set of linear inequalities that determine: i) the set
of feasible solutions based on the constraints of the instance; and ii) the objective cost
function that determines the optimal one(s). The coefficients of the linear inequalities
are described by a matrix A and a vector b of constants, in the form Ax < b. The rows
correspond to spatiotemporal constraints, and the columns correspond to continuous or
discrete (decision) variables. The decision variables determine which edges of G are
used in the solution, as part of the collection of paths that serve the orders, or indicator
variables for assigning orders to workers. The continuous variables determine actual
pickup and delivery times, as well as the vehicles actual capacities while serving orders.
The precise formulation of MILP is as follows:

Decision variables:

Range Variables

Ve e E X(e): the edge e is selected (1) or not (0) as part of the solution

Vr e R, Vw eW X(r,w): the request r is assigned (1) or not (0) to worker w

Vv eV aqy): the presence time (continuous) at node v by some worker
Yv eV q(v): the vehicle load capacity (integer) at node v by some worker
Constants:

Range Values

Ve = (u,v) € E C(e): the cost (= length [,y or travel-time #(.y) of edge ¢

li¢y: length of edge e

I(e): travel-time of edge e

q(e): the delivery load capacity of edge e

e if v € Vp, then q(¢) = q(), where r corresponds to v
e if v € Vp, then g,y = -q(;, where r corresponds to v
e ifve Vg U Vg, then gy =0

Yv eV Worker’s shift time windows:
Vv =>b; € VBV [fi € VF t5) = 1p,, Nevy =t
Orders’ permitted service time windows:

> <
Vv =p; € VpVvd; € Vp ity =15, Ny ZtJi

Vr €eR My a constant coefficient as the gain (if positive) or the penalty (if
negative) for serving order r

Yw eW Q(yw): the maximum capacity of vehicle of w

Objective:

min 3o c£C(e)X(e) “2oreR 2wew M X(rw)

Constraints:

(continued)
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(continued)

(1) Each worker path must contain up to one shift-starting edge:
Yeel(b.p)eElpevp)ile) < 1.Vb € Vp

(2) Any (pickup and delivery) order must be served by no more than two workers:
Zwewx(r,w) <1VreRr

(3) Any pickup order must be served only by its assigned worker:

2ec((v,p)eEIveV, W (e)=w,R(p)=r}X(e) = X(rw), Vr €R,w € W

2 ec{(p.v)eElveV, W (e)=w.R(p)=r}X(e) = X(rw), Vr € R, w e W

(4) Any delivery order must be served by its assigned worker:

D eel(v.d)eEveV, W (e)=w.R(d)=r}X(e) =X(rw), V7 € R,w € W

> ec((d.v)eElveV. W (e)=w.R(d)=r}*(e) = X(r.w), VI € R,w € W

(5) The departure/arrival time along the path gets increased:

agpy = @y +tey)xey, Ve = (u,v) € E

(6) For any request, its pickup precedes of its delivery:

agyy = agy, Vv € Vp, u € VpAR(v) = R(u)

(7) The defined shift or delivery time window must be abided:

Isvy S apy < l‘w ) YveV

(8) Along the path, the capacity gets increased for pickups and decreased for deliveries:
a0y = Gy + qe))x(ey. Ve = (u,v) € E

(9) The maximum worker vehicle capacity is not allowed to be exceeded:
Gy Xrw) < Oy, Yv € Vp, w € W, where r = R(v)

Observe that assigning for each r € R a high value into M, (based on an upper
bound to the worst possible path travel time cost from any origin towards any order), we
may enforce the order allocation module to accept as many orders as possible (ideally
all of them), alongside the minimum total travel cost. The constraints (5), (8) and (9)
can easily be linearized by using the “big M”” method.

2.2 Algorithms for VRPpp.TW.vC:WSs

The aim of the i-Deliver P&D Engine is twofold: (i) to allocate the accepted orders
for service among the active workers; and (ii) to determine a set of non-overlapping
subtours in G, one per worker, corresponding to (possibly overlapping) routes in the
underlying road network, which specify the exact way that the workers serve the orders
assigned to them, so that there is no violation of any of the spatiotemporal constraints
of the instance, and also minimizing (exactly or approximately) the cost of the provided
solution, as determined by the objective function. The process of constructing a feasible
solution is done in two modes: a) the offline mode, in which all the orders and working
shifts are known in advance; and b) the online mode, where the orders are revealed in
real time to the solver, which must then adapt the current solution appropriately.

The offline scheduler solves the entire mixed integer linear program constructed for
the instance at hand, using the “Brunch and Bound” method (Land & Doig, 1960), as a
basis for searching for and pruning solutions.
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The online (re)scheduler is used along with the PD graph, to support the dynamic
operations for fitting new orders that are revealed in real-time to an existing schedule.

In the online mode, the rescheduling algorithm must confront a constantly changing
state, as new orders may be released and some of the already allocated orders will be
completely served by some worker. The focus of the i-Deliver P&D Engine is to provide,
as fast as possible, immediate decisions on how to adjust the allocation of the still-
pending orders among the available workers, in a very efficient manner. The proposed
plain-insertion algorithm adopts and extends an idea in (Tong, Zeng, Zhou, Chen, & Xu,
2022): upon the release of a new order, it actually tries the unilateral extension of each
worker’s scheduled path, so as to add this order to their schedule in a locally-optimal but
also feasible manner, and then simply allocates this new order to the workers that can
fit it in their schedule with the minimum additional overhead to the objective value. The
experimental evaluation has shown that the use of the constraint-based “plain insertion”
algorithm is quite efficient not only for the online mode, but also as a heuristic method
for the offline mode as well (handling the orders one by one, in an arbitrary sequence).

3 P&D Courier Guidance Module

This section provides the details of a mobile app that interacts with the i-Deliver Routing
and Navigation Engine (which is not presented in this work) in order to provide guidance
to workers for delivering the goods to customers. We begin by going through the app’s
functionalities for shift creation, modification, and overview, as well as for real-time
navigation and routing. The mobile app, along with the routing and navigation backend
services, jointly constitute the courier guidance module of the i-Deliver P&D Engine.
Our main goals while designing the app were ease of use, efficiency, and above all
consistency. We have also taken into account that the courier, while using the courier
guidance app, might work on busy roads with heavy traffic, so the time needed to look
at the screen should be minimized, providing just essential information for the timely
delivery of the goods.

The app separates all the shifts into three categories, namely completed, active, and
due. When a new shift is created, it is considered due, until its starting time. After that and
until its finishing time, it is considered active. Any other shift is considered completed.
When the couriers log in to the guidance app, the “main app screen” appears which
provides a list of all their essential shifts, sorted by ascending starting times. All the due
shifts are shown as well as the last completed shift. The due shifts are colored magenta
while the completed shift gets a gray color. When the first due shift in the list changes
its status to active, it gets a green color.

After tapping on the active shift, the worker is greeted with the “navigation screen”.
At the same time all the information about the shift is sent, in JSON format, to the
guidance app by the i-Deliver P&D Engine. Afterwards, the pickup, delivery, and road
points that comprise the shift’s subtour are parsed, and the whole shift gets separated
into segments. Each segment has two endpoints and a series of contiguous road points
in between. An endpoint can either be a pickup or a delivery point.

The “navigation screen” provides three features for guiding the worker to all pickup
and delivery points on time. The first feature is route coloring. The app visualizes one
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segment at a time with a lucid color. As the worker moves along a segment, the color
might change based on how many minutes the courier is behind schedule. If the worker
is up to two minutes late, the segment gets a blue color. Otherwise, if the worker is up to
five minutes late, the segment gets a yellow color. Eventually, a red color is used when
the worker is even more behind schedule. The second feature is course change. When
the worker is near an imminent turn, a warning message is shown at the top of the screen
that shows when and which way to turn. The third feature is rerouting, which is activated
whenever the worker deviates from the predetermined route segment.

4 Experimental Evaluation of Algorithms for VRPpp.tw.vc:ws

We evaluated our algorithms using collected historical data of actual orders for two
consecutive working days (Monday, 6/3/2023 - Tuesday, 7/3/2023) in a city in N. Greece
(Ptolemaida). Our experiment evaluates the real-time performance of the pickup and
delivery vehicle rescheduling engine of the i-Deliver P&D Engine. The real-time, user-
determined, and real-time GPS-recorded delivery routes from the i-Deliver platform’s
database were used as the baseline for comparison and as a point of reference. The
experiment is performed in relation to the set of workers and the pickup-delivery orders
that appeared during the 3-h time windows 1:[06:00 - 9:00], 2:[09:00 - 12:00],
and 6:[21:00 - 23:59]. Respectively, the pairs of workers and orders to be serviced are
1:(8, 110), 2:(10, 98), 3:(18, 165), 4:(10, 166), 5:(11, 168), 6:(7, 25). The experimental
evaluation was conducted over three different scenarios:

e Raw: only the primary constraints are considered. In this case, the idle parameters
are as follows: for each order r; = (¢, ¢;, l;, pi, d;, t td YER,c;=0, tpzi =t; and tfi
= oo; and for each worker w; = (b;, f;, I tfj, i y]) € W Cj = o0.

e Constraint L1: A capacity limitation is applied. Speciﬁcally, for each r; € R the
pickup capacity is set to ¢; = 1 unit, and for each w; € W the maximum vehicle load
capacity of all workers is set to C; = 3 units.

e Constraint L2: In addition to the above limitations (L1), a maximum delivery pickup
duration time of 40 min on each order and a workload balancer are applied. The
former implies that for each r; € Rt 5= tp + 40min. The latter implies that workers
who have travelled less than 1.5 times the average distance travelled by all the workers
so far are being prioritized towards being assigned a newly released order so that a
more balanced schedule for the active schedulers is produced.

Our results (cf. Fig. 3) show that the plain-insertion (re)scheduling online solver of
the i-Deliver P&D Engine computes a solution that achieves a significant improvement
percentage in the overall cost, both in terms of both travel-distance and travel-time met-
rics, compared to the solution constructed (in real-time also) by a human operator, as
they were stored in the i-Deliver database. With respect to the travel-time, the improve-
ment is much more notable in rush hours (e.g., around noon), where the number of
orders increases too much, to a degree that is not easily manageable by a human oper-
ator. Naturally, the incorporation of additional constraints into the scenarios negatively
affects the cost minimization, as the number of acceptable solutions decreases to meet
the constraints. In the first row of the charts’ tables, the results are based on the user-
based assignments, interposing optimal paths between the sequence of pickup/delivery
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Fig. 3. Percentage improvementin total length and travel time depending on the constraint settings
of the problem.

points. In this case, the optimal paths are free from any real-time-originated detour, in
contrast to the plain insertion solver, where possible detours from rerouting and order
reassignment are counted. The detours from rescheduling lead to an average increase in
total length of around 6.1% and in total travel time of around 5.5%. The plain-insertion
online scheduler updates the delivery routes for each new request within (on average)
43ms, even in midrange server endpoints.

5 Conclusions

We presented the i-Deliver pickup-and-delivery (P&D) algorithmic engine, a decen-
tralized middleware which handles the delivery logistics in an ecosystem of providers,
consumers, couriers, and brokers who match orders for goods between providers and
consumers by appropriately (and automatically) allocating them to couriers in such a
way that a global performance criterion is optimized. We described its two main mod-
ules, the P&D order allocation module, and the courier guidance module. We presented
a MILP formulation of the P&D order allocation problem, along with an offline algo-
rithm (that solves the MILP) and an online algorithm that handles the orders in real-time.
Experimenting with real-world data demonstrates the suitability of the online solver for
handling orders in real-time.
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