
Cloud-Based Urban Mobility Services

Spyros Kontogiannis1,2 , Paraskevi-Maria Machaira2, Andreas Paraskevopoulos1,2,
Konstantinos Raftopoulos2, and Christos Zaroliagis1,2(B)

1 Computer Technology Institute and Press “Diophantus”, Patras University Campus, 26504
Patras, Greece

2 Computer Engineering and Informatics Department, University of Patras, Patras, Greece
{kontog,machaira,paraskevop,kraft,zaro}@ceid.upatras.gr

Abstract. We present a cloud-based ecosystem for urban mobility services that
involves citizens, authorities, corporations, resources, and services, all working
together towards a common well-being. Our goal is to have a platform that allows
the exploitation of shared mobility-related data sources by harmonically cooper-
ating mobility-related services, and at the same time smoothly balances the com-
putational load across the full cloud continuum. Towards this goal, we present
the relevant orchestration mechanisms, both at service level and at cloud sub-
strate level, which take into account particular characteristics per mobility service,
and real-time performance measurements and availability of computational nodes
within the cloud substrate. Moreover, our ecosystem allows the migration of both
data segments and source-code segments within the cloud infrastructure, towards
optimizing an objective for the entire ecosystem’s performance and sustainabil-
ity. Our core services are based on novel algorithmic approaches that are deemed
necessary for providing real-time query responses.

Keywords: sustainable mobility · multimodal route planning and navigation ·
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1 Introduction

Urban mobility plays a pivotal role in meeting the objectives of economic competitive-
ness, social cohesion, and sustainable growth. An efficient transportation system should
be at the heart of a human-centric city. The stereotypical approach of building and
expanding the provided infrastructure (e.g., public transport, parking spaces, etc.) over
and over, can’t solve all the challenges related to mobility, since the urban environments
gradually tend to a saturation point with respect to the management of public spaces. It is
now more than evident that sophisticated approaches are required to focus on optimizing
the utilization of the existing infrastructure. Moreover, it is also clear that mobility is
a poly-parametric challenge, not just about developing transport infrastructure and ser-
vices, but also about overcoming the social, economic, political, and physical barriers,
and considering the interaction with citizens, and dependence from resources of other
types of services. For instance, urban mobility is not necessarily only about transport, but
it also accesses core socio-economic services like health, education, and employment.
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Therefore, mobility services should be integrated and interact with numerous other
types of services related to urban well-being, such as parking, delivery, and sharing,
in an urban ecosystem providing to citizens an entire arsenal of everyday services,
opportunities and resources. For example, citizens do not only commute with public
transport, but they also exploit other means of transportation such as private cars, or
car/bike/bicycle sharing, in an unprecedented blend of all possible means of transport.
Moreover, they also share resources (e.g., private parking spots, their own vehicles,
or even some of their own time) in support of services (e.g., parking, vehicle sharing,
delivery, etc.) for other individuals.

Nevertheless, a prerequisite for having this tremendous blend of diverse urban well-
being services work smoothly together, would be to create a more sophisticated urban
ecosystem than a mere collection of technological advancements. For example, the con-
sideration of the human-in-the-loop is a crucial aspect for the discovery and exploita-
tion in real-time of available shared resources (e.g., shared parking spots, pick-up and
drop-off points for shared vehicles on the move, ongoing or scheduled delivery tasks),
before requesting the commitment of a new resource. As another example, non-fixed-
route public transport is affected, to a certain extent, by the traffic conditions which
are also affected by other parameters, such as either scheduled or unforeseen politi-
cal/cultural/commercial events involving many people, mobility with one’s own means,
weather conditions, etc. Finally, other quite challenging urban services such as on-
demand delivery of goods, require access (as supporting services) to, but also affect the
quality of, the provided services by the mobility platform.

All these directly interacting (existing or envisioned, for future deployment) urban
services to the citizens, can only co-exist in a holistic urban-life orchestration ecosystem,
that will be based on a volatile, scalable, and efficient computing environment, such as
a cloud architecture, and will also allow the exploitation of crowdsourced information
and crowdfunded/shared resources. This ecosystem will provide novel business oppor-
tunities, such as the commercial exploitation of private parking spaces (e.g., of super-
markets, when they are closed), but also a better utilization of idle sources and human
involvement, before considering the deployment of new resources, infrastructures, and
extra human power.

The goal of this paper is to showcase a pragmatic application scenario of such a
holistic urban ecosystem, based on a volatile and scalable cloud-based infrastructure,
that involves citizens, authorities, corporations, resources, and services, all working
together towards a common well-being.

The rest of this work is organized as follows. Section 2 presents related work in cloud-
based architectures. Section 3 presents the architecture of our cloud-based ecosystem
for mobility services. Section 4 and Sect. 5 present the frontend APIs and the backend,
respectively, of the mobility services. Section 6 presents the orchestration of the backend
mobility services. Section 7 discusses the data aggregation and analytics methods of our
ecosystem. Section 8 presents the cloud-substrate orchestrator of our ecosystem. We
conclude in Sect. 9.
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2 Related Work in Cloud-Based Architectures

Over the last years, Cloud Computing has played a dominant role in the implementation
of massive-scale and complex data computing systems. This is the main reason why many
Cloud-based architectures have arrived at the forefront to confront many challenges that
appeared since the era of the IoT. On the other hand, a variety of IoT devices with some
embedded intelligent applications penetrates our lives and have some very demanding
requirements like real-time processing and responding back to the end-users, which the
solution of Cloud Computing cannot always manage efficiently.

To settle down such demanding requirements of the IoT devices many technologies
have been developed over the last years. For instance, cloudlet, fog computing and mobile
edge computing that follow the concept of the Edge Computing paradigm. Its idea is
to handle the majority of the computing processes and the storage requirements of the
end-devices to some nearby servers which belongs to the edge network. Edge Computing
satisfies largely the requirements of the latency-sensitive IoT applications, because of the
location of the edge network that makes the network latency to get significantly reduced.
Another aspect of these IoT devices is that they are resource-constrained and they typi-
cally have some fixed embedded software/applications that bring in some difficulties to
provide cross-platform on-demand services. Hence, to eliminate these challenges and
also to use in parallel the reduced processing and storage capabilities of the end devices,
the concept of Transparent Computing is introduced (Zhou and Zhang 2006) (Ju Ren
2017) (Zhang et al. 2020) in combination with Edge Computing, proposing a new IoT
based architecture.

The Transparent Computing paradigm entails the isolation of the software from the
hardware level of the related devices. More specifically, all the software components like
Operating Systems (OS), applications and development tools are deposited to the server
side in the edge or the cloud network and managed centrally, while the computational
process is performed on the end-devices. That simply means that the scalability of the
IoT devices is increased and allow users to extend their functionalities by fetching (using
streaming) every time from the servers the necessary code blocks and the related OSes
that are needed. Additionally, by having knowledge and understanding of the constraints
that the devices usually present and at the same time their real time requirements, a
transparent computing-based architecture can take advantage of the processing power
of the edge servers by sending the more demanding tasks to them.

The proposed transparent computing-based IoT architecture is illustrated in Fig. 1.
The architecture consists of five layers, in which the Edge Server Layer plays a dom-
inating role. It tries to confront the problems of providing real-time and context-aware
data processing while at the same time tries to satisfy the need of dynamic provision
of on-demand applications and services to the end devices. This architecture is multi-
beneficial, since it provides reduced response delay (by enabling data analytics and
service provisioning at the edge), context-aware service support (by fully utilizing local
computing and storage), centralized resource management (services and data are stored
and maintained in edge/cloud servers but are managed centrally), cross-platform and
on-demand service provisioning (by decoupling the hardware and software of the IoT
devices, and by loading desired services and underlying OSes on-demand from the edge
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servers), and enhanced functional scalability (by enabling IoT devices to load the suitable
drivers and services from the edge servers).

Fig. 1. A transparent computing-based IoT architecture

To illustrate the proposed architecture, a case study regarding the implementation
of a transparent computing-based lightweight wearable, called TCwatch, is presented in
(Ju Ren 2017).

TCwatch is embedded with a lightweight hardware, provides scalability, and loads
different third-party services on-demand from the edge server, which is implemented by
a smartphone. In this case study the TCwatch fetches all the required applications and
OSes from the smartphone, if they are stored locally. Otherwise, the smartphone fetches
all the applications and the OSes from the cloud, where they are also stored. The edge
and the cloud servers are also used for computational processes.

Although this case study concerns a preliminary implementation, the evaluation of
its performance is noteworthy, since the TCwatch reduces latency by 60.70–85.50%
and energy consumption by 67.60 – 91.20% in dynamic App execution in relation to a
traditional smart watch under different App sizes.

Another interesting related work concerns the Kubernetes Edge Scheduler (Toka
2021). Future applications over 5G technologies and beyond will pose requests for
low-latency communication and ultra-reliability. In the aforementioned case study of
TCwatch, we can realize that although the edge network can achieve strict delay criteria
and low-latency communication between the end devices and the edge servers, it cannot
meet the requirements of the application’s reliability because the edge servers are gen-
erally prone to failures. Hence, in (Toka 2021), a Kubernetes orchestration tool, called
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Kubernetes Edge Scheduler, is developed and ventures to expand its functionality to be
suited for the edge network and to be able to fulfill the above requirements.

The Kubernetes Edge Scheduler schedules application components on the edge or
the cloud network by considering first their latency requirements and the underlying
network latency, and at the same time provides high reliability by offering back up
resources for node failure cases.

The Edge Scheduler consists of three major components: the online-scheduler, the
re-scheduler, and the node clustering component.

The online scheduler is responsible for the deployment of application components,
called Pods, and the creation of the related placeholders (backup computing resources
on edge nodes) by considering the Pod’s delay and other computational criteria. A
placeholder is computing backup resources on edge nodes that prevent the downtime of
an application in case of a node failure by restarting the related Pods on it. It is crucial
for the scheduler to create efficiently the placeholders in the system and always with
respect of the Pod’s latency requirements and the available resources that exist.

Another interesting characteristic that makes the Edge Scheduler robust is that its
scheduling algorithm always strives to deploy the majority of the incoming Pod requests.
Even in the case of lack of resources, the scheduler tries to free allocated resources on a
specific node by migrating an already deployed Pod that can migrate without negatively
affecting its smooth operation.

Fig. 2. Node Clustering example.

The re-scheduler (second component of the Edge scheduler) works to ensure the
effectiveness of the resource’s allocation. The re-scheduler works in an offline manner
and tries to minimize the amount of the necessary placeholders in the system since as
it is known, the edge network has limited resources. Hence, the careful reservation of
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the backup resources is one of the most critical steps, and it is also the reason for the
importance of the re-scheduler component in the architecture.

The Node Clustering component of the Edge scheduler makes it able to work com-
petently with large topologies, ensuring that the dynamic application placement and the
network delay measurements scale effectively as shown in Fig. 2. More precisely, the
solution creates hierarchically cluster layers of available nodes where each layer is built
on a specific delay requirement. The clustering approach ensures that all nodes inside
a cluster layer fulfill a distinct delay value. This practically means that the scheduling
algorithm do not need to iterate the hole process through all the nodes of the cluster.
After some evaluation experiments, we can conclude that the node clustering component
benefits the process of the online scheduler and the re-scheduler in terms of the execution
time.

To conclude, all the technologies mentioned in this section (Edge Computing and
Transparent Computing) try to meet all the demanding requirements that the era of
IoT applications have brought the last years, and to eliminate their difficulties in their
application settings. Also, the adaption of the aforementioned technologies into new
implementations, like the Kubernetes Edge Scheduler, can offer significantly improved
results in relation to other classical technologies.

3 Architecture of a Cloud-Based Ecosystem for Mobility-Related
Services

The development of a sustainable system for intelligent mobility, within an urban envi-
ronment, needs the integration and the interoperability of diverse mobility-related ser-
vices with emerging technologies such as interconnected commuters and vehicles, cloud
computing infrastructure, and internet of things (IoT).

The typical approach for designing a mobility-related service is to consider it a
master-slave architecture per service, in which a frontend API (e.g., a mobile application)
intervenes between the commuter and the backend mobility service (e.g., a route planner,
a real-time navigation service, a parking service, a tourist-tour planner, or a scheduler
of orders to deliverers). However, modern mobility-related services depend on real-
time aggregation of data (traffic/weather prediction, forthcoming events, accidents, etc.),
which is usually conducted in real-time, independently of the specific mobility service.
Moreover, these services should also interact with each other. For instance, a scheduler
of delivery-requests would exploit the route-planning service as a subroutine, to assess
in real-time the actual cost-metric between the different pickup/delivery points of the
orders. The establishment of elastic cloud-based infrastructures to host master-slave
architectures is not new (Rodrigues et al. 2017).

In this work our main goal is to consider the locality of data which are aggregated
in real-time and are relevant for each of the services, as well as the determination of the
computing requirements; that is, whether a particular backend service should be located
at a remote, cloud server, a nearby edge computer supporting the service, or even our
own terminal device (smartphone). For instance, in route planning in a metropolitan-
scale environment, one could consider a scenario where a cloud server possesses all
the (typically large) preprocessed information which are necessary for responding to
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arbitrary routing queries. On the other hand, local edge servers could also be employed,
to serve routing/rerouting queries for commuters travelling in a particular (limited) geo-
graphical area. As for real-time navigation along an already precomputed route, such a
task could be onloaded to the commuter’s terminal device (e.g., a smartphone), provided
that the necessary data (e.g., precomputed route and updated transportation subnetwork
and map tiles) have already been prefetched or updated.

This type of locality-sensitive arrangement would lead to smaller network latencies
(if at all necessary), a lot of computational effort held either at the edge or even at
the terminal device, and only long-distance queries should be offloaded to the cloud-
based routing server(s), since the nearby edge devices could not possibly possess the
required data or computational power for serving them in acceptable response-times.
Moreover, the deployment of a cloud-based infrastructure that hosts many mobility-
related services, which are organized conceptually in master-slave architectures, would
allow the exploitation of the same mobility-related information (e.g., real-time traffic
conditions and prediction, demand for parking/commuting/delivery, weather conditions,
etc.) which is aggregated via diverse data sources and require computationally intensive
processing and storage.

At ultimatum, our goal is to have a platform that smoothly balances the load among
harmonically cooperating mobility-related services, which goes beyond traditional cloud
computing rationale that typically offloads heavy computational loads from the edges to
the cloud, and exploits onloading of lighter computational loads to edges closer to the
data sources, exploiting the locality of the edges to the individuals requesting the service
and avoiding the excessive consumption of computational power by the cloud.

To showcase our rationale, we present in this work an ecosystem of individuals, legal
entities, and services, targeting the common well-being of the entire urban environment.
This ecosystem contains:

• Four mobility-related services: (i) route planning and navigation (RPN); (ii) tourist-
tour planning (TTP); (iii) parking (PAR); (iv) delivery services (DEL).

• Three types of actors: individuals (e.g., commuters, tourists, deliverers); (ii) enter-
prises providing mobility-related information (e.g., parking vendors, route-planning
servers, tourist-tour planning operators, delivery services vendors); (iii) public
authorities (e.g., municipalities) regulating the ecosystem.

All these actors and services must be integrated and interact with each other, within
a holistic urban-mobility ecosystem, in a trustworthy, secure, and privacy-preserving
manner.

The overall architecture of the proposed ecosystem is shown in Fig. 3. It is worth
noting that the logical structure of this ecosystem is that many frontend interfaces (mobile
APIs for individuals, and dashboards for private vendors and public authorities) interact
with a virtual backend consisting of all the necessary modules to support the envisioned
services.

Apart from the above-mentioned conceptual architecture, in which all services are
considered to operate in a master-slave manner, we proceed further to determine a more
detailed vertical structure of implementation layers (cf. Fig. 4), each of which aims to
determine a different level of refinement in the overall architecture.



8 S. Kontogiannis et al.

Fig. 3. Overall architecture for an Ecosystem of mobility-related services.

In this layered architecture, there is a vertical flow of information while serving spe-
cific queries. The top layer (Layer 5) provides all frontend APIs which interact with
the actors of the ecosystem. Each frontend API then communicates with a virtual-
backend service of Layer 4, which breaks down the service request into independent
computational tasks that will jointly provide the response to the request. Each of these
service-dependent tasks is then propagated to Layer 3, that will determine for it a group
of eligible computing devices, depending on its computational requirements and the
location of the necessary data for executing them. For instance, a routing task which
needs updated traffic-related data for a particular neighborhood, may be allocated either
to one of the cloud servers dedicated for the routing service over the entire urban area,
or (if locality of the query permits this) to an edge device corresponding to the neigh-
borhood within which the query should be accommodated, in case that the map is also
split among edge devices on a per-neighborhood base. This matchmaking process will
also take into account real-time data gathered in Layer 2. For example, in case of some
emergencies (e.g., some unforeseen accident), for which only specific cloud servers are
aware, affect a pending routing request, this should be reflected in the selection of the
eligible computing devices for the corresponding tasks of this request.

The final allocation of each pending computational task to one of the eligible com-
puting devices is then determined in Layer 1, where various performance indicators
(e.g., already queued tasks and computational power per computing device, or current
network latency estimations) are taken into account, not just for the particular task to
be scheduled, but also for all the actively running tasks and the other pending tasks,
possibly from other service requests that run in parallel within the ecosystem. The over-
all objective of the cloud-substrate orchestrator of Layer 1 may be the total throughput
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of the ecosystem, the energy consumption, or the overall environmental footprint (e.g.,
CO2 emissions equivalent) for the computations, etc.

Fig. 4. Cloud-based infrastructure for the provision of mobility-related services.

4 Frontend APIs of Mobility Services

The proposed ecosystem integrates innovative mobility services, addressing the require-
ments for optimal routes, parking spots and delivery schedules by citizens, tourists,
commuters, and deliverers, through consolidating parking-, traffic-, and availability-
related information across all the transport modes (walking, embarking, disembarking,
driving), means (car, bus, train, metro, ferry, airplane), parking spaces, and delivery
service providers and workers. Each such service is implemented by a virtual-backend
network service (Layer 4), which interacts with client-apps over the corresponding fron-
tend API (Layer 5). The communication between them is performed by HTTPS using a
lightweight and JSON-based request-response messaging pattern.

In Layer 5, all the required routing, parking, tourist-tour planning, or delivery param-
eters are collected by the frontend app, to construct and submit an appropriate query to
the corresponding virtual backend service of Layer 4.

Layer 5 includes a set of frontend APIs for obtaining the corresponding spatio-
temporal transport-aware data, user preferences and desired optimization criteria. In par-
ticular: a) the routing and real-time navigation API collects source, destination, departure
time, parking locations for requesting optimal source-destination routes, and building
the corresponding navigation directions; b) the tourist tour planning API collects source-
destination locations, and personalized vacation-plan profiles for requesting optimal tour
journeys; c) the parking and park-sharing API collects vehicle records, parking spot loca-
tions and capacities, for requesting parking reservations or parking spot sharing; d) the
delivery service API collects the available deliverers, the pickup-delivery requests and
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a list of constraints for requesting a solution set of routes for each deliverer to carry out
the requests; e) the public-authority dashboard collects modifications with respect to the
public transport network status (e.g. traffic events, road accidents, itinerary delays); and
f) the private vendor’s (i.e., parking site, tour operator, delivery services company) dash-
board collects modifications with respect to real-time information related to the service
status (e.g. the real-time availability of parking spots, ticket and rental costs, availability
and current positions of deliverers, etc.).

5 Virtual Backends of Mobility Services

There are four core virtual-backend services provided in Layer 4: the Route Planning
and Navigation service (RPN), the Tourist-Tour Planning service (TTP), the Parking
service (PAR), and the Delivery service (DEL). On a common basis, the services require
as input the road, pedestrian and public transport network structure along with length
and travel time metrics. Those are provided via the OSM (for road, pedestrian) and the
GTFS (for public transport) input datasets. The RPN and PAR services can carry out their
tasks in order of milliseconds. In contrast, TTP and DEL concern harder computational
problems, therefore they may need to respond to queries in order of seconds, or even up
to hours, depending on the size of the problem instance to solve.

5.1 Route Planning and Navigation Service

The RPN service is responsible for computing optimal time-dependent, multimodal and
multicriteria (earliest arrival, minimum number of transfers, least walking time, vehicle
type exclusions, etc.) source-destination routes, and for providing a real-time naviga-
tion along a precomputed route. It consists of the car routing subservice C-RPN (using
OSM datasets) over road networks, and the public transport routing subservice P-RPN
(using OSM and GTFS input datasets) over public transport and pedestrian networks.
The routing is done by advanced algorithmic approaches, based on sophisticated exten-
sions of Dijkstra’s algorithm, such as the CFLAT oracle (Kontogiannis et al. 2017) and
the ALT algorithm (Goldberg and Harrelson 2005). The fast response time is ensured
by using cache-friendly data structures (sequence heap, data-compact and efficiently
ordered vectors) and efficient heuristics (search-pruning and goal directed methods).

The overall functionality is carried out with a preprocessing (offline) phase generat-
ing traffic-related data structures and heuristic metadata, and afterwards with a routing
query (online) phase, where the preprocessed heuristic metadata are exploited. The pre-
processing is computationally demanding and thus should be conducted at dedicated
routing cloud servers. These servers compute numerous optimal route trees from a set L
of high importance nodes (e.g., highway hubs), called landmarks, in road and pedestrian
networks. For each landmark l ∈ L, a set of the nearest stops/stations SL and parking
spots PL are computed within secondary optimal route subtrees.

For each user query, providing a source point o, a departure time to and a destination
point d , C-RPN and/or P-RPN compute a starting forward optimal route tree To from o,
and a backward optimal route tree Td from d within the underlying transport networks.
The tree expansion is limited so that it includes small-sized sets Lo (within To) and
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Ld (within Td ) of nearby landmarks from the source and the destination, respectively.
Furthermore, depending on the type of the query, for each landmark the precomputed
optimal route trees between landmarks, stops, parking spots, source point and destination
point are added. Additionally, for computing time-dependent multimodal paths, P-RPN
runs multi-source Dijkstra from the nearest stops SLo and/or parking spots PLo in the
vicinity of the source, at the corresponding earliest arrival times to them, and/or multi-
target Dijkstra to the stops SLd and/or parking spots PLd in the vicinity of the destination.
The union of the optimal routes forms a subgraph consisting of the candidate optimal
od -routes. Consequently, the routing algorithm post-preprocesses them, to choose those
that minimize the user’s objective function.

PRN also supports tasks of computing the nearest stops (by shortest walking time)
to each GPS-generated track-point and, for each such stop, the list of available public
transport itineraries within a requested time window.

5.2 Tourist-Tour Planning Service

The TTP service is responsible for computing complete packages of time-dependent
tourist-tour solutions for visiting several places within a few days, starting from a source,
and ending to a destination, in such a way that tourist’s personalized preferences are
satisfied as much as possible (this is the NP-hard Vacation Planning Problem). The
service maintains a list of Points of Interest (POIs) consisting of tourist-attractive places,
such as museums, monuments, etc.; and a list of user criteria (e.g., POI categories,
intermediate destinations, journey and hotel residential duration, budget, etc.).

The tourist-tour planning algorithm, provided by the TTP virtual backend service,
runs in two phases. In the first phase, it searches for candidate cities and the most
interesting POIs per area, and then it designs daily itineraries in such a way to maximize
the acquired aggregate user preference score from each POI, while distributing the
available days of stay to the different intermediate destinations. In the second phase,
the algorithm computes daily itineraries that consist of visits to the most interesting
POIs accessible from the city centers (Tourist Trip Design Problem).

The algorithm uses a novel hierarchical and agglomerative-based clustering scheme,
where each parent cluster is created by combining two child clusters. The next clusters
to combine are those at minimum distance of their medoids. Each cluster is populated
with metadata describing the POI members of the cluster, such as the sum of scores of
all POIs, expected time to visit the cluster’s POIs and expected score that will be gained
if a tourist visits this cluster. The clustering is mostly static and thus, it is constructed
during a preprocessing phase (i.e., offline). For guaranteeing performance, the offline
cluster also keeps metadata that speed up the involved computations (e.g., to speed up
the aggregate score computation per POI category). When the service is invoked, the
backend is responsible for traversing the hierarchical clustering and finding the best nodes
a tourist would most probably like to visit, considering the overall vacation duration (e.g.,
more days mean a greater area can be explored).

Also, the user preferences per POI category are considered, and that is done by a
novel recursive algorithm based on dynamic programming. The main idea is to find a
fixed number of itineraries visiting interesting locations, when the score and visiting time
of each location is known. Since the Tourist Trip Design Problem is NP-hard, heuristics
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are employed. One such heuristic is the Iterated Local Search (ILS) algorithm, which
can provide very fast high-quality solutions.

5.3 Parking Service

The PAR service supports the management of parking spaces that belong either to com-
mercial parking sites, or to a self-organized closed group of commuters with their own
shared parking spaces, (e.g., commuters with disabilities sharing within the group their
own parking spaces). The service is responsible for the provision of real-time informa-
tion to commuters about the availability of the parking spaces in the vicinity of a targeted
location, and for handling parking space reservations on behalf of the commuters.

For the commercial parking sites, PAR is informed about the availability of parking
spaces, upon the entry or the exit of a new vehicle. This is done either manually, via
the parking site’s dashboard (cf. Layer 5), or automatically (provided that the infras-
tructure of the parking site permits it). For the self-organized parking spaces, parking
space owners inform PAR about the availability of their parking space interacting with
the corresponding frontend API of Layer 5. PAR uses then the parking space availabil-
ity information to serve requests for parking space reservations and/or cancelations of
existing reservations.

5.4 Delivery Service

The DEL service performs optimal crew schedules for serving pickup-delivery requests.
It solves a variant of the NP hard Vehicle Routing Problem, defining a realistic and
advanced parameterization on several aspects of the problem. Its output is a set of feasible
time-dependent pickup-delivery routes for each connected deliverer, which minimizes a
customizable objective function (e.g., total travel distance), satisfying simultaneously the
spatio-temporal constraints for the deliverers (e.g., work-shifts, starting/ending points,
vehicle type and capacity), and for the orders (e.g., earliest pickup / latest delivery times,
commodity capacity and required vehicle type for each good to be delivered, etc.).

A preprocessing step is required, involving the use of the RPN service, for com-
puting optimal routes between each deliverer’s starting/ending point, and each request’s
pickup/delivery points. Then the DEL backend service solves an appropriate mixed
integer linear program using heuristic approaches (e.g., branch-and-bound, branch-and-
price, or column-generation) to deal with the exponential search of the solution space.
The basic approach includes a gradual expansion of a search tree where each node exam-
ines a subspace of the problem. The algorithm iteratively focuses on feasible solutions
(schedules), keeping the currently best performing ones. To trace better solutions and
integrate their subspace in the search tree, a dual linear integer program and a dynamic
program (on dual LP reduced costs) are solved.

The DEL service provides both static schedules from scratch (when knowing all
the orders and active deliverers beforehand) and dynamic reschedules (i.e., in online
fashion) from a current feasible solution, to fit newly arrived orders. In the latter case,
DEL receives in real-time the emergent order requests and/or the new deliverers. The
DEL service also provides real-time tracking of the active deliverers who are currently
serving some of the active orders.
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6 Orchestration of Virtual Backend Mobility Services

The role of the orchestrators in Layer 3 of our ecosystem’s architecture is to take over the
mapping of the computationally demanding virtual backend services into independent
tasks to be executed within the so-called Pods1, and then determine all the eligible Pods
per task, given the task’s characteristics (computational demands, access to raw-data,
relative location of each Pod, etc.).

Upon completion of all the independent tasks for a particular virtual backend service,
the service itself acts as the reducer that collects the produced outputs and exploits
them to respond appropriately to the submitted request. The distribution of the heavy
computational burden per virtual backend service as uniformly among all edge devices
and cloud servers as possible, demands some metadata to be generated and maintained,
that will allow the execution of these tasks to these devices.

6.1 Orchestration of Route Planning and Navigation Service

We assume that the entire transportation network (multimodal, including walks and
private cars) is divided into small (geographical) areas. The entire preprocessed data
for responding efficiently to arbitrary routing queries are located at (one or more) cloud
servers dedicated for the routing service. We also envision the use of dedicated routing
edge devices, one per geographical area, possessing all the required preprocessed data
for responding efficiently to queries which are confined in this area.

Upon arrival of a new query, a geographic 2D-grid is used to indicate a bounding
box where the source and the destination are located. The spherical distance between
source and destination (ranking into a low/medium/long range query), and the involved
transport means, determine the computational requirements for the query at hand. If an
edge device has the minimum CPU speed and memory requirements to respond to the
query at hand, as well as the required preprocessed data within the specific bounding
box, then a routing Pod residing at this edge would be considered as eligible for this
task. On the other hand, if an edge device does not possess the required preprocessed
data, or some unforeseen incident (e.g., a car accident that occurs in real-time) makes
this preprocessed data temporarily invalid, the task must be served by a Pod residing at
cloud server dedicated for the routing service.

Simple (unimodal, single criteria) public-transport routing queries can be carried out
by a Pod residing at an edge device. More complex (e.g., multi-modal, multi-criteria)
public-transport routing queries could be split into four tasks, to be executed possibly
in different Pods, that involve: a) a forward optimal route tree To from the source o
and the search for the nearest landmarks Lo, stops SLo and parking spots PLo ; ;; b)
a backward optimal route tree Td from destination d and the search for the nearest
landmarks Ld , stops SLd and parking spots PLd ; ;; c1) the collection of a superset of
the nearest stops SLo ⊇ SLo and/or parking spots PLo ⊇ PLo in the neighborhood of
o, and a superset of the nearest stops SLd ⊇ SLd and/or parking spots PLd ⊇ PLd in
the neighborhood of d , provided that all of them can be predetermined using spherical
distance metrics; c2) the execution of multimodal-multicriteria profile queries, using: i)

1 Collection of containers with shared storage and network resources (cf. Sect. 7).
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each point in SLo and/or PLo as candidate intermediate source, where for each of them
the time window of departure times can be predetermined using free-flow and congested
travel time metrics, and ii) each point in SLd and/or PLd as candidate intermediate
destination; and d) the integration of all optimal subroutes and the selection of the best
combinations that constitute od-paths, based on user’s objective function. The first three
tasks can be computed independently of each other, possibly at different Pods. The last
task should begin only after the completion of the other tasks, as part of the reducer’s
job for responding to the query at hand.

6.2 Orchestration of the Tourist-Tour Planning Service

The TTP service could be split in two task groups. The first group contains light (for
short-range queries) to heavy (for medium-long range queries) tasks that can be carried
out independently of each other. They can be distributed among all edge devices, the
most appropriate probably being the ones closer to the tourist-tour related data (e.g., an
edge device located at a tour-operator’s office). Those tasks concern: searching POIs
per city and user preferences, computing pairwise car/multimodal travel time profiles
and journeys among POIs, clustering of POIs over cities and areas, and searching of
clusters that match the user-defined preferences. The second group contains heavy tasks
that can be carried out only when the tasks of the first group are finished. Those tasks
concern computing optimal journeys over the preferred POI clusters and integrating and
composing the best POI combinations into complete optimal tourist tour solutions.

For efficiently responding to arbitrary TTP queries, the entire transportation network
along with the POI clusters is divided into (geographical) areas, and the preprocessed POI
datasets are hosted in one or more cloud servers dedicated for the TTP service. Moreover,
we envision the use of a dedicated edge device per geographical area, possessing all the
required POI clusters per city, the tourist-aware criteria and ranking metadata, and the
multi-modal travelling profiles that concern this area.

Upon arrival of a new TTP query, a hierarchical geographically based partition of the
network and the user-defined vacation duration (radius) are used to indicate the candidate
tour areas between source and destination. In that context, the spherical distance between
source and destination, the vacation duration, and the estimated number of the involved
POIs with respect to the user preferences predetermine the computational requirements
for the query at hand. If an edge device has the minimum CPU speed and memory
requirements with respect to computational demands of the query at hand, and all the
required data within the candidate tour areas, then a Pod residing at this edge is eligible
for carrying out the first-group tasks. Otherwise, the task should be sent to a Pod residing
at a cloud server dedicated for the TTP service.

On the other hand, the second-group tasks, whenever they obtain the complete list
of the candidate POIs and the optimal multi-modal routes between the POIs, can start
the composition of the tour journeys and perform a search of the best ones in a parallel
fashion.
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6.3 Orchestration of the Parking Service

For the parking service, we consider a partition of the road network into small geo-
graphical areas, each one hosting lists of the available parking spots and sites, organized
in categories (e.g., with or without washing, supporting or not individuals with special
needs). The service includes management, reservation and sharing tasks of private/public
parking spots and self-organized user groups that can be done independently per area
and they can be hosted on multiple cloud servers without dependencies over the oper-
ations between them (excluding the pricing or rewarding synchronization tasks). Tasks
of this kind have low computational requirements; thus, the eligibility is limited to data
validity.

We also envision the use of a dedicated parking edge device per geographical area,
possessing all the required updated data for responding efficiently to queries which are
within this area. Upon arrival of a new query, if the parking edge device has a valid
snapshot (with respect to the availability of the parking spots) within the required area,
then a parking Pod residing at this edge would be eligible for this task. Otherwise, the
task is sent to a Pod residing at a master cloud server dedicated for the parking service.

6.4 Orchestration of the Delivery Service

The DEL service is split into: a) routing tasks for obtaining the deliverers’ optimal
distances among the pickup and delivery points; b) solving tasks for finding the best
optimal and feasible (based on constraints) routes within a specific search subspace
(through search tree branches); and c) a cumulative task to integrate the optimal routes
and select the best ones with respect to the defined objective function within the overall
search space.

The solving tasks can begin when all routing tasks that concern the search subspace
will have completed. The solving tasks focus on disjoint search subspaces and thus they
can be carried out independently of each other. Both routing and solving tasks can be
distributed uniformly among all eligible edge devices or/and cloud servers. The eligibility
is in relation to the computational complexity and the data consistency and completeness.
The solving tasks are computationally demanding; thus, only cloud servers are eligible
to undertake them.

For responding efficiently to arbitrary order-scheduling queries, a cloud database
maintains a full list of the deliverer starting/ending, pickup (stores, depots) and delivery
(client) points and among them the shortest distances. If a query considers a point which
does not exist in the database, or the computed shortest distance between a pair of points
is outdated, then the routing subtask to be carried out requires an edge device or a cloud
server with sufficient computational resources.

7 Data Aggregation and Analytics

Participation of end-users is crucial for the sustainability of a cloud-based ecosystem
for mobility-related services. This is achieved in our case via a crowdsourcing mech-
anism (cf. Layer 2) that allows end-users to provide live-traffic information regarding
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emergencies (e.g., accidents, road works) as well as parking availability information. To
ensure that the information provided by mobile users is reliable and of high-quality, we
establish an incentive-based scheme that uses virtual credits (points) to reward users for
providing truthful information. Apart from incentivizing truthful behavior, our reward-
ing scheme caters for point circulation, does not allow point over-accumulation, and
prevents malicious users to aggregate points by misreporting.

Our ecosystem caters also for the active participation of commercial vendors and
public authorities that provide parking services. It aggregates parking availability infor-
mation for each individual parking site and creates its detailed business profile. Then,
for a specific parking site P, it compares its business profile and geographic position
with the corresponding business profiles of every other parking site in its vicinity and
makes targeted business-oriented recommendations based on best practices of the simi-
lar parking sites. Comparing the performance, pricing policies and business plans of the
parking sites of P’s direct competitors, P’s owner its prices, create special offers, add
extra services etc., to make P more attractive to subgroups of more relevant in their own
geographical area.

8 Cloud-Substrate Orchestrator

Our cloud-substrate orchestrator is based on Kubernetes2. Kubernetes is a powerful
container orchestration platform, which has become the last years one of the most popular
cluster managers. Its main functionality refers to the automated deployment, scaling
and management of containerized applications which are deployed in the well-known
components of Kubernetes, the Pods. Technically speaking, a Pod is a collection of one
or more containers with shared storage and network resources and represents the smallest
execution unit of Kubernetes.

Since it constitutes an open-source tool, we venture to reshape and expand Kuber-
netes functionality by giving transparency characteristics which improve the computa-
tion processes by avoiding transmitting massive data to the cloud servers, as they cannot
possibly satisfy all the requirements of real-time applications due to the observed net-
work latency, and there is a need to better explore the computational capabilities of edge
and terminal devices within the cloud infrastructure.

In particular, to overcome the excessive overloading of remote cloud servers due to
uncontrolled migration of raw-data towards them (a.k.a. off-loading), it would be more
efficient for the users to adopt the migration of computational tasks (a.k.a. on-loading
schemes) towards the raw-data sources, that would then be processed by nearby edge
devices, so as to avoid network latency and improve user experience.

The motivation of the Transparent Computing (TC) is to isolate the computation and
the storage for the servers and the terminals. We consider that all the software including
Operating Systems (OSes), application programs and management tools are deposited
on the server’s repositories and can be easily loaded via the network during the execution
on terminals (Zhang et al. 2020).

2 https://kubernetes.io/
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In our architecture, the software is run by Kubernetes Pods, which are located within
the entire cloud infrastructure, including the edge devices. The advantage of the Kuber-
netes Pods is that we can easily replicate a Pod, so we can have a cluster of multiple
replicas of the same software simultaneously on many nodes and that can make the user
able to decide which device is the best one to offload the produced data. At the same
time, all these Pods are bundled together under a Kubernetes service as shown in Fig. 5.
By default, Kubernetes uses the service which is a way to expose an application running
on a set of Pods as network.

Fig. 5. Service Functionality

Exactly at this point our architecture intervenes to change the service’s logic for the
selection of a particular Pod to be served, among the Pods which are eligible for it. This
gives us the ability to choose in real-time a specific Pod, located at a specific node, for
the computation process that it needs to take place, based on the current measurements
of all the alternatives for the execution of the service at hand. More specifically, with
the contribution of the Kubernetes services, the scheduler can be informed during the
orchestration phase about the available Pods and their locations in the cluster where these
locations are represented by the nodes which are the target of the scheduler, and their
characteristics (aka CPU, Memory) are crucial in order to choose finally the eligible Pod
to offload the data and execute the request.
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By considering our architecture, the terminals with the contribution of Kubernetes,
and by considering some important metrics that we present later, we can determine an
appropriate node within the cloud substrate hosting an execution Pod for the service,
and collaborate with it, sending all the required data and/or the necessary code that are
needed for responding to a service request, based on the following concepts:

• Data Off-loading: Migration of the missing service-related data, produced mostly
in real-time, to a nearby edge device which already possesses the required Pod for
the service at hand, or to a cloud server dedicated for the particular service. The
computation on behalf of the particular service request then takes place into that
specific Pod.

• Code On-loading: The application program which must be executed, as a response to
a particular service request, is migrated closer to the raw-data, by migrating the Pod
from a cloud server or another edge device, to the edge device that is closer to the
raw-data, or even to the terminal device that collects the raw-data. Then, the actual
service computation takes place at this particular Pod.

The main idea of our architecture is to make the Kubernetes rationale consider metrics
such as the actual network latency, by measuring the communication delay between the
nodes of the cluster, as was implemented for the needs of the Kubernetes Edge Scheduler
(Toka 2021).

Another important metric that we consider is the actual computational capabilities of
each node of the cloud substrate, like CPU performance characteristics, so as to calculate
an estimated execution time for a given task, taking into account the time complexity of
the code that is going to be executed and the input data.

Finally, our orchestration mechanism takes into account also the tasks already waiting
in line for execution by each node in the cloud substrate. Overall, our orchestration
mechanism uses the criterion of estimated completion time for each emergent service.
In particular, upon arrival of a new service to be executed by the cloud infrastructure,
we need to compare the estimated completion time for all the pending tasks in each
Pod that is eligible for it, with the measured network latency induced by transferring
the required raw-data and/or source-code to the corresponding computational (cloud or
edge) device for the execution of this service, and add to this maximum the estimated
execution time of the service at hand, to make the final decision for the allocation of the
emergent service to a specific Pod like presented in Fig. 6.

After this computation that is implemented for each eligible Pod (and its hosting
node) in the cloud, we can decide which is the best migration strategy to follow, i.e.,
an offloading or an onloading migration process, given the selection of the appropriate
node and Pod to assign the service.
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Fig. 6. Service Allocation to Specific Pod

9 Conclusions and Future Work

We presented a volatile, scalable, and efficient cloud architecture for materializing an
ecosystem of mobility-related services involving a multitude of stakeholders. We showed
how the necessary orchestration of various services across all layers of our cloud archi-
tecture can be executed. Our backend services are based on novel algorithmic approaches
that are deem necessary for providing real-time query responses.
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